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Abstract
Cardiovascular diseases are the biggest reason of deaths across
the world. An innovation change is being experienced by the
healthcare industry as healthcare organizations change their plans
of action to increase operational efficiencies to reduce expenses.
To incorporate this change, analytics needs to be an integral
component of IT strategy. A data lake pools data from multiple
sources and applies analytical models to provide a new approach
to information management, reporting, and predictive analytics to
help create advanced analytic insights, deploy evidence-based
care strategies, and improve patient engagement outcomes. This
paper explains how healthcare organizations can build and
develop their data analytics infrastructure, data science skills, and
data governance processes necessary for a high-performing data
lake. The huge data can be stored efficiently using Azure Data
Lake and data analytics can be carried out to fascinate learning
patterns which can be used to develop a support system to help
the medical practitioner to detect the chances of heart diseases at
an early stage and take suitable decisions accordingly
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1. Introduction
A huge amount of data is generated by healthcare industry
[1]. Healthcare industries are discovering novel analytic
models to identify high risk patients, deploy evidencebased medicine, and reduce adverse events and infections.
New pay for-performance models will require healthcare
organizations to improve quality and reduce costs by
proactively classifying at-risk members of the community,
identifying gaps in care, and improving patient
engagement. New methodologies are needed to tailor
treatment plans that risk-stratify patients, reduce the need
for emergency treatments, and prevent hospital
readmissions. Real-time analytics is needed to guide the
way to informed diagnosis and improved outcomes.

Analytics can also provide insight to optimize staffing
schedules, better manage IT resources, and identify trends
in services that can be used for marketing. With the large
amount of data potentially available for analysis, managing
the flow of data efficiently can be a challenge. Rapidly
feeding the results of data analysis to multiple devices is
critical for a solution. An enterprise technology solution in
healthcare transformation must solve the four “Vs”
(volume, variety, velocity, veracity) of big data:
 Huge amounts of data to process (volume)
 A mixture of structured and unstructured data
(variety)
 New data that’s generated extremely frequently
(velocity)
 Data quality so that it can be trusted (veracity)
Managing the four Vs is key to any healthcare solution.
However, managing big data is a wasted investment if the
data cannot be converted into intelligent action
A data lake offers a technology infrastructure that
accumulates information generated across the health
system, including data imported from outside sources and
services. The data lake can reveal actionable insights about
an organization’s performance indicators and impacts of
patient care interventions to better manage risks and
deliver affordable, higher quality care. Using an enterprise
hybrid cloud framework, a data lake is layered with
information-rich data sources, analytic tools, and data
science best practices that enable providers to link and
correlate information in completely new ways.
This paper discusses the limitations of data
warehouse approach and how data lake concept can
overcome these limitations. Further, it discusses the
architecture of a data lake and how the healthcare sector
can be benefitted with data lakes. The paper also highlights
the use of data lake in developing a prediction system for
cardiovascular diseases.
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2. Limitations of Enterprise Data Warehouse
The valuable data about the patients and medications is
digitized and saved as Electronic Health Records (EHR).
EHR on a large scale allows the researchers to identify the
possibilities to move the healthcare organizations towards
the personalized healthcare. EHR comprises of structured
data and the semi and unstructured data also. Only about
one fifth of data is in a structured format which can be
easily used by data scientist; but semi and unstructured
production rate is many times greater than the structured
one. However, to ﬁnd the valuable insights, health IT
research needs to process all kind of structured, semi and
unstructured data. Hence, an enhanced information
administration framework would help the data scientist to
provide the custom-made prescription. The current IT
infrastructure provides many systems such as Enterprise
Data Warehouse (EDW); but it cannot address the issues
related to scalability [2].To pull the data into EDW for
further processing, it should go through the procedure of
data preprocessing namely Extract, Transform, Load
(ETL). ETL process mainly consumes huge cost and time.
To provide the best solutions, data from diverse sources
need to be analyzed. But EDW cannot handle data from
multiple sources effectively. Another problem in
healthcare analytics to adapt EDW is its inability to coexist
with the current programming-based query languages. It is
impractical to redesign EDW for future requirements.
Next section highlights how the limitations of EDW can be
overcome using data lake.

3.What is Data lake-A Conceptual Overview
Data lake is a new trend which is gaining a lot of
popularity. A data lake makes use of a simple architecture
to store data in their raw format. Each data entity in the
lake is associated with a unique identiﬁer and a set of
extended metadata. purpose-built schemas can be built by
the consumers for query-relevant data. It leads to a smaller
set of data that can be analyzed to help answer a
consumer’s question. Since there is no fixed schema
defined beforehand, there are questions about the
possibility of data becoming incomprehensible [3]. It could
cause the lake to turn into a data swamp. So, it is essential
to have a metadata repository that records high-level
information about data entities (type, time, creator etc.) .A
data lake stores data in its actual format and places the
responsibility for understanding the data elsewhere.
A data lake provides an IT environment that
integrates structured, semi-structured, and unstructured
data from reliable external and internal sources and
ultimately improves effectiveness and quality of clinical
practices. In addition, a data lake applies advanced
analytics to produce actionable insights that enable timely

interventions to prevent adverse health events and
ultimately, elevate overall population wellness.
A data lake meets rapidly evolving business and
clinical requirements by quickly and efficiently analyzing
new combinations of data from multiple sources across the
health system. Traditionally, healthcare providers have
invested substantial time and effort to extract, transform,
and load (ETL) data from its original format into data
warehouses purpose-built for business intelligence. A data
lake strategy simplifies storage, management, and analysis
of Big Data by consolidating data in real-time, near realtime or in batch from disparate sources and across multiple
protocols.Fig.1 represents the concept of a data lake.
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Fig.1 Conceptual representation of a data lake

4. Role of Data Lake in Healthcare Sector
Healthcare industry is the fastest growing segments in
digital universe. As reported by the studies, it is growing at
a pace of 48% every year. Clinical applications,
compliance requirements, genomic and proteomic
sequencing, and Future Care-enabling technologies for
cloud, Big Data, mobile, and social media are among the
largest drivers of this data growth [4]. Yet, today’s
traditional IT infrastructures often lack the scalability,
performance, and analytic capability to support today’s
rapidly expanding Big Data requirements.
To move forward with evidence-based practices,
providers are deploying new approaches to assemble,
manage, and analyze data. This is especially important as
they risk stratify patient populations to identify high-risk
cohorts and provide targeted interventions to better
manage chronic conditions.
A data lake provides a unified location for all relevant
data generated by the healthcare system, serving as a
repository for structured data drawn from traditional
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databases and unstructured data, such as patient images,
lab reports, pathology, genomics, clinical notes, and social
media activity. Instrumentation, sensor, and telemetry data
can also be streamed and acted upon in near real-time.
To execute predictive care analytics at scale and in
near real-time, providers can create analytic “sandbox”
environments and narrow the source and scope of the data
set, helping to reduce time to insight. The data lake opens
opportunities to find correlations across vast stores of data
they previously were not able to query or examine.
Data lakes enable the ability to run predictive
analytics at scale. Through data science and predictive
analytics, healthcare organizations can identify potential
outcomes and explore "what if" scenarios—an essential
building block of clinical predictive analytics and precision
medicine. With such future-focused insights, healthcare
providers can advance accountable care initiatives,
creating a new realm of data science for uncovering trends,
patterns, relationships, correlations, and discoveries that
impact integrated patient care[5]. Data can also be
consolidated from outside resources, including payers,
genomic research centers, biobanks, and social media
feeds.
Data lakes also open possibilities for integrating
information from wearables, fitness devices, appliances
built on the Internet of Things (IoT) such as heart
monitoring implants, for personalized, real-time care
delivery. Caregivers can employ advanced analytics to use
data generated by these devices to help reduce in-hospital
complications and unnecessary readmissions, deliver
personalized medicine, identify genetic markers, improve
clinical trial safety, and much more. Fig 2 represents the
transition from EDW to data lakes.
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processes. Data science teams use these tools to uncover
variables and metrics that better predict business
performance and support decision making. A data lake
enables predictive and prescriptive analytics necessary to
support healthcare use cases and initiatives.Fig.3 and Fig 4
show the data lake platforms of healthcare information
system.
5.Application of Data Lake in Promoting

Healthcare
The data lake can be efficiently used in various
domains of healthcare like patient care delivery, clinical
research, population health management, and security
analytics. This ensures benefits such as better clinical
outcomes and protocols, reduced costs, faster and more
accurate clinical research studies, and improved data
security.
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A data lake is a powerful architecture with the
potential to transform healthcare by providing a singular
repository for structured, semi-structured, variable format,
internal, and external data. It enables data scientists and
healthcare analysts to mine data that is scattered across
data warehouses, data marts, operational systems,
transactional systems, and external data sources.
The value of a data lake is realized in its power to
share data and support for rapid exploration and discovery
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Fig.4.Health Plan Data Lake
By unifying data across the healthcare enterprise,
providers can perform patient data intelligence analytics to
help improve care coordination and management to help
reduce costs.Fig.5 represents how the providers feed the
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data lake from multiple clinical sources, including the
EMR, laboratory, PACS, patient generated data, and
reported outcomes. Retrospective data is combined with
target-rich, high-value data that is accessible and available
in real-time for advanced analytics. Analysts and data
science teams can then conduct specific queries of data to
further improve treatment outcomes and care protocols.
Data lake analytics also can help predict which
patients who are at highest risk for re-admittance due to
acute myocardial infarction, heart failure, and pneumonia.
Not only this, community event data, weather conditions,
flu progress, and other factors can also be studied for
determining the likelihood of a surge in patient volume. By
mapping insights from this analysis to internal staffing
schedules, the health system now can ensure enough
resources are on hand even when needs change rapidly.
Thus, a data lake helps healthcare organizations run
their operation as a business[6] Real-time insights and
predictive models provide the key to increasing
competitive advantage while delivering better clinical
outcomes, improving productivity and efficiency, reducing
risk, and lowering costs.
As healthcare organizations work to improve disease
treatment and prevention, a data lake can be used by
multiple constituencies for clinical research projects
managed by healthcare systems, academic medical centers,
clinical research organizations (CROs), and independent
research laboratories. Data lakes can simplify access to
information from EMRs and other clinical sources, as well
as data generated by outside medical institutions, research
facilities, and government agencies. As new research is
conducted, information, knowledge, and insights from
those projects become part of the collective intelligence of
the data lake to support more advanced studies in the
future.
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The potential impacts can extend from pathology to
pharmacovigilance to genomics. With detailed insight into
the patient's genomic profile, combined with routine and
molecular-level pathology, oncologists can create a highly
targeted, individualized therapy. The clinical research use
case for the data lake becomes the pathway to precision
medicine.
Using a data lake to provide Clinical Research as a
service allows researchers to focus their high-level skills
and domain knowledge on making discoveries instead of
wrestling with technology. No longer do individual
research teams need to acquire and deploy their own IT
infrastructures. Instead, IT can allocate a research
environment from the data lake and present it as-a-service
to researchers with all the performance, data protection,
and security required, improving research productivity and
enabling faster time to insights. In addition, data lakes can
help reduce cost when conducting clinical trials for new
drug efficacy. It allows the healthcare organization to
perform cohort analysis across the patient population and
identify candidates that most precisely match the profiles
needed for the clinical trial. Consequently, the organization
can set up the trial faster, avoid false starts that require
requalifying participants, and ultimately gain more
accurate results that help improve patient treatments.
Using a data lake that incorporates individual patient
records, regional health statistics, demographics, and other
vital data, the organization can create a population patient
registry to track health trends and classify patients
according to defined risk profiles. This enables the health
system to risk stratify the patient population, identify
individuals at highest risk, and then implement proactive
programs that target conditions that drive the highest cost.
With detailed insights from the data lake, outreach and
care strategies then can be ultimately developed for each
patient profile. Depending on clinical protocols and patient
classifications, patients would then receive custom
discharge plans. Consider a patient who recently
underwent open heart surgery, lives on a third floor
without an elevator, and lacks convenient access to a
pharmacy. The discharge plan may include a visiting nurse
for the first month to monitor the person's condition and
medications.

6.Architecture of Azure Data Lake
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Fig.5 Feeding the Data Lake with Data Sources

A well-designed and effective data lake uses
intelligent storage and compute resources to analyze data
in real-time with modern data analytics tools, such as
Hadoop, HAWQ (Hadoop with Query), SPARK, inMemory ingest/processing, Cassandra, No-SQL, and
mongoDB. Highly scalable storage solutions, for example,
allow the data lake to expand to petabytes of data without
impacting performance of applications. Data services, such
IJCEM
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as tagging, metadata management, governance, encryption,
and data protection, provide additional value to the data
lake environment by ensuring the provenance and veracity
of the data in the lake.
The data lake provides a centralized data hub that can
feed the traditional legacy enterprise data warehouse, while
supporting ad hoc query and discovery on the raw, atomic
data.
Virtualized, open-source analytics platforms comprise
another component of a data lake infrastructure. For
instance, Hadoop provides an open-source platform for
distributed processing of very large data sets. It serves as a
clearinghouse for all types of Big Data that data scientists
can access, organize, and analyze using advanced analytics
databases, applications, and tools. These critical building
blocks enable healthcare organizations to derive
intelligence and value from all Big Data ingested and
amassed in the data lake.
A well-designed and effective data lake architecture
delivers these important capabilities:
• Ingest & Store: Stores structured and unstructured
data for all types of analytics from numerous sources,
blending capacity and performance as needed for the
analytics use case.
• Analyze: Supplies modern data management and
analytics tools for all types of analytics, including Hadoopbased, In-Memory No-SQL, and Scale-out MPP.
• Surface & Act: Provides users and applications with
data that will enable real-time changes in outcomes and
influence critical decisions.
The overall architecture and flow of a data lake can be
discussed with respect to three primary areas namely data
lake organization, operations and discovery.
6.1 Data Lake Organization
The foundation of the future development and operations is
the design patterns of the data lake. The success of the data
lake is dependent on its design. Though Azure Data Lake
is specifically designed for large scale analytics – and
usually housed on an HDFS platform – it can also be built
on Azure Blob Store or even SQL Server, depending on
the specific use-case [2]. If a data lake is designed poorly
without a method of organization, it can quickly become a
collected mess of raw data with no efficient way for
discovery or smooth acquisition, and later increasing ETL
development time, efforts, and limiting success. The first
and foremost design effort should be focused on the
storage hierarchy design and how data will flow from one
directory to the next. Fig.1 represents the architectural
details of Azure Data Lake[2].Various data lake zones are
Raw Zone, Stage Zone, Curated Zone.
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Fig.6 Architecture of Azure Data Lake
The architectural details are discussed in detail in the
following sections.
6.1.1 Raw Zone
It is the first area in the data lake where data is landed and
stored indefinitely in its native raw format. The data will
live here until it is operationalized. Tagging of datasets can
be stored within Azure Data Catalog. This will allow
business analysts and subject-matter experts to understand
what data lives not only in Azure Data Lake, but Azure at
large.
6.1.2 Stage Zone
The Stage zone is where we land our data for processing
and ultimately prepare the data to be loaded into a Hive or
U-SQL table in the Curated Zone. Normal operations in
this zone include decompression, cleansing, and
aggregation. From here, the data can go to two places,
either to a curated table, or directly to an analytical store
such as an Azure Data Warehouse, utilizing PolyBase for
data acquisition.
6.1.3. Curated Zone
Curated zone is the trusted layer of data within the data
lake. Data is now decompressed, cleansed, and ready for
storage. This is database layer in either U-SQL or Hive.
Depending on tool selection, data may need to be extracted
back to a file for consumption outside of the data. Security
is necessary to enforce not only compliance but also to
keep the lake from becoming a "data swamp" or a
collection of unorganized data within the data lake. Azure
Data Lake allows users to utilize Azure Active Directory to
control enterprise security as well as security features
specific to Azure Data Lake that controls access. Azure
Data Lake provides enterprise grade security in the areas
of authentication, auditing, and encryption. The Access
ACL controls the security of objects within the data lake,
whereas the Default ACLs are predefined settings that a
child object can inherit from upon creation. Data is secured
both in motion and at rest in Azure Data Lake Store
(ADLS). ADLS manages data encryption, decryption, and
placement of the data automatically. ADLS also offers
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functionality to allow a data lake administrator to manage
encryption.

7.Proposed Methodology for Cardiovascular
Prediction System
According to surveys conducted in the recent years, it has
been observed that nearly 20 lakh people die annually in
India only because of cardiac diseases. A huge amount of
information is generated by the healthcare industry. Data
mining concepts and machine learning algorithms can be
applied to this enormous data to fascinate learning patterns
which can be used to develop a support system to help the
medical practitioner to detect the chances of heart diseases
at an early stage and take suitable decisions accordingly. It
has been found that heart disease is affected by both
measured factors (such as blood pressure, smoking,
cholesterol, age and gender) as well as lifestyle,
environmental factors, and genetics.
Figure 7 shows an example of how to use a data
lake in connection with EHR/EDW data to form an
enhanced prediction system for cardiovascular disease.
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Fig.7 Data lake for cardiovascular disease prediction

Once analysis is reviewed by a healthcare
specialist the data can be promoted via applications or
dashboards and shared with patients to determine what
types of preventative measures should be taken.
The agenda of the study is to show how heart
health impacts the cost of healthcare, and by identifying
patients with higher risk, providers can adopt better
treatment and care programs at a more effective
cost/benefit ratio.

Conclusions
The complexities of achieving improved patient
outcomes, regulatory compliance, and strategic business
goals require healthcare organizations to become more
proactive in the care of their patients. Technology
advancements in storage and data science tools can
provide a vital set of predictive assets to meet these
growing demands. The availability of lower-cost, scale-out
architectures, converged infrastructures, and advanced
security and analytics solutions is enabling IT departments

to deploy analytics at scale. With a data lake, healthcare
organizations can consolidate legacy systems and data with
new data sources, including those flowing from cloud
services, social media, or third parties, such as payers.
Data lakes enable healthcare providers to execute data
analytics across disparate systems running databases, data
warehouses, and structured or unstructured data sets,
without impacting day to day operations or access to data.
Ultimately, healthcare providers can use the data lake to
shorten their analytics time-to-value as they make the
transition to value-based care. Moving forward, the use of
advanced analytics for next-generation care delivery will
be a key differentiator for providers in a competitive
marketplace. With data science based on predictive
analytics, providers can deliver better patient outcomes,
experience fewer complications, less unnecessary
emergency room interventions, and higher levels of
wellness across the population—and all at a lower cost.
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